[bookmark: _heading=h.bexq014mp5oj]ZooKeeper to KRaft migration checklist
Status [ ] Not Started | [ ] In Progress | [ ] Complete
This checklist guides you through the migration from ZooKeeper to KRaft on the Confluent Platform. Complete these steps sequentially.
[bookmark: _heading=h.h4l2jsotqvu0]Phase 1: Pre-migration preparation
Important: Complete every item in this section before proceeding. These steps ensure the safety of your data.
· Upgrade Confluent Platform
· Verify that the cluster runs a version that supports ZooKeeper (for example, 7.9 or earlier). Do not attempt to migrate while simultaneously upgrading versions.
· Verify cluster version consistency
· Confirm that all existing brokers and new KRaft controllers run the exact same Confluent Platform version.
· Validate ZooKeeper ACLs
· Manually review existing ZooKeeper ACLs.
· Fix and remove any malformed entries before starting.
· Review KRaft limitations
· Read the KRaft Limitations and Known Issues to ensure you do not use unsupported features.
· Review security configuration
· Review SASL/SCRAM requirements.
· Check log directories
· If brokers use multiple log directories, check the broker logs to ensure no directories have failed.
· Run pre-flight check
· Run the kafka-migration-check tool with the preflight-check-controller-config argument.
· Resolve any issues identified by the tool before proceeding.
· Enable TRACE logging
· In CONFLUENT_HOME/etc/kafka/log4j.properties, add the following line: log4j.logger.org.apache.kafka.metadata.migration=TRACE
[bookmark: _heading=h.vyl7kruw2elm]Phase 2: Start KRaft controllers (Migration mode)
In this phase, you start the KRaft controller quorum. These nodes act as the bridge between the old ZooKeeper cluster and the new KRaft cluster.
· Get cluster ID
· Run ./bin/zookeeper-shell <zk_host:port>
· Execute get /cluster/id
· Copy the ID value. You use this in the storage formatting step.
· Configure each KRaft controller
· Open the controller.properties file and configure the following:
· Set roles and ID:
· process.roles=controller
· node.id=<unique_id> (must be unique across all brokers and controllers).
· Set the quorum:
· controller.quorum.voters=<voter_string> (For example, 3000@host1:9093,3001@host2:9093)
· Set listeners:
· controller.listener.names=CONTROLLER
· listeners=CONTROLLER://:9093 (Or your chosen port)
· Enable migration mode:
· zookeeper.metadata.migration.enable=true
· zookeeper.connect=<zk_connection_string>
· Cluster Linking & Security:
· Cluster Linking: This property is used by Cluster Linking during the migration: confluent.cluster.link.metadata.topic.enable=true
· If using RBAC/Secrets: password.encoder.secret=<your_secret>
· Format storage
· On each controller node, run:./bin/kafka-storage format --config ./etc/kafka/controller.properties --cluster-id=<cluster_id_from_step_1>
· Start controllers
· On each controller node, run: ./bin/kafka-server-start.sh ./etc/kafka/controller.properties
[bookmark: _heading=h.26c2r5wqca3q]Phase 3: Migrate broker metadata (Hybrid mode)
In this phase, brokers remain in ZooKeeper mode but start copying metadata to the KRaft controllers.
· Perform a rolling restart of brokers
· Execute the following sub-steps for each broker, one at a time:
· Modify server.properties:
· Set protocol version: inter.broker.protocol.version=4.1 (or the version specified in the docs)
· Enable migration: zookeeper.metadata.migration.enable=true zookeeper.connect=<zk_connection_string> (This should already be present)
· Connect to KRaft Quorum: controller.quorum.voters=<voter_string> (Match the string from Phase 2) controller.listener.names=CONTROLLER
· Update security map: Add CONTROLLER to listener.security.protocol.map (For example,  ...CONTROLLER:PLAINTEXT)
· Cluster Linking: This property is used by Cluster Linking during the migration: confluent.cluster.link.metadata.topic.enable=true
· Restart the broker.
· Wait for the broker to rejoin the cluster before proceeding to the next one.
· Monitor for completion
· After all brokers have been restarted, monitor the active KRaft controller log for the message: Completed migration of metadata from ZooKeeper to KRaft.
· (Optional) Check broker logs for a znode_type entry for /controller showing kraftControllerEpoch. This confirms the controller leadership has moved to the KRaft quorum logic.
[bookmark: _heading=h.vb4ifhlxgjnf]Phase 4: Migrate brokers to KRaft
In this phase, brokers restart as KRaft nodes. They disconnect from ZooKeeper entirely.
· Perform a rolling restart of brokers
· Execute the following sub-steps for each broker, one at a time:
· Modify server.properties:
· Enable KRaft role:
· process.roles=broker
· node.id=<broker_id> (use the same ID number as the old broker.id)
· Clean up old ZooKeeper configs:
· Remove or comment Out: broker.id (Ensure it is replaced by node.id)
· Remove or comment Out: inter.broker.protocol.version
· Remove or comment Out: zookeeper.metadata.migration.enable=true
· Remove or comment Out: zookeeper.connect
· Remove or comment Out: confluent.cluster.link.metadata.topic.enable=true (If set)
· Retain KRaft Configs
· Keep: controller.quorum.voters
· Keep: controller.listener.names
· Update Authorizer (If using ACLs)
· Change authorizer.class.name to org.apache.kafka.metadata.authorizer.StandardAuthorizer
· Restart the broker.
· Wait for the broker to rejoin the cluster before proceeding to the next one.
· (Recommended) Validate stability
· Run the cluster in this mode for an extended period (for example, 1-2 weeks) to ensure stability.
[bookmark: _heading=h.si9rj22aha3z]Phase 5: Finalize migration (KRaft-only mode)
· Perform a rolling restart of controllers
· Execute the following sub-steps for each KRaft controller, one at a time:
· Modify controller.properties:
· Disable Migration Mode:
· Remove or comment out: zookeeper.metadata.migration.enable=true
· Remove or comment out: zookeeper.connect
· Clean up Cluster Linking (If used):
· Remove or comment out: confluent.cluster.link.metadata.topic.enable=true (if set)
· Restart the controller.
· Wait for the controller to rejoin the quorum before proceeding to the next one.
· Decommission ZooKeeper
· Once all controllers are restarted and verified healthy, you can safely shut down the ZooKeeper ensemble.
· Note: At this point, the migration is finalized and reverting to ZooKeeper is no longer possible.


